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Abstract

Some approaches to the quantitative studies of racial health disparities, discrimination, and algorithmic fairness
have involved, controversially, estimating “causal effects of race.” We approach the debate over “causal effects of
race” from a social constructionist perspective. We summarize some social constructionist interpretations of race
from the philosophical literature and argue that these accounts imply an individual’s race is at least “in principle”
manipulable, i.e., it is conceptually coherent to posit counterfactuals about a person’s race without risking essentialism
or debunked biological thinking. Thus we have a theoretical basis for interpreting and investigating the causal effects
of (socially constructed) race. We further propose that quantifying causal effects of race may be indirectly relevant to
anti-racist health policy and public health. Specifically, estimating the causal effects of race may be a useful starting
point for inquiry into the plural mechanisms of racism, i.e., the various pathways by which racial disparities arise.

This may inform policies that intervene on the mechanisms themselves.
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Introduction

Understanding, mitigating, and ultimately eliminating structural racism in health (and other domains of life) hinges
on identifying those disadvantages which people suffer because of their race and how various outcomes, in some
sense, “depend” on race. However, the relevant notion of dependence is often obscure in statistical jargon: since
many possible mechanisms may underlie a statistical correlation, informing anti-racist policy interventions crucially
involves identifying causal dependencies and the pathways by which dependence is transmitted. There exists a popular
formal approach to causal inference in which estimating causal effects (counterfactual contrasts) plays a central role
[1, 2, 3], yet interpreting the “causal effects of race” is controversial. It has often been said that an individual’s race
is (even in principle) non-manipulable [4, 5, 6] and there is a long history of disagreement and debate in statistics,
public health, and other disciplines where causal inference is relevant over whether non-manipulable features can
possibly serve as “causes” or “exposures” for which an effect may be potentially quantified. The approach to formal
causal inference in statistics and public health that takes as its starting point a posited set of potential outcome random
variables is closely tied to a manipulationist viewpoint on causality [4, 1, 7]. If race is non-manipulable, then potential
outcomes for different racial “exposures” are conceptually incoherent, and thus the “causal effect of race” simpliciter
is meaningless or ill-defined. This leads some researchers to conclude that statistical techniques based on potential
outcome (a.k.a. counterfactual) models are inappropriate for studying the dynamics of how race affects experience
in our stratified system. At most, one may be able to study relevant manipulable features associated with race (e.g.,
socioeconomic status) as targets of hypothetical policies, or nearby stand-ins for race itself (e.g., perceptions of race).
At the same time, many authors have urged for more explicit and more thorough investigations into the consequences
of structural or systemic racism, rather than effects of race per se [8, 9]. Indeed, structural racism has been identified
as a “fundamental cause” of health outcomes [10, 11, 12]. But the causal role of racism and the effects of race
are conceptually related. Knowing if and how various outcomes and life experiences counterfactually depend on an
individual’s (socially constructed) race is an important part of studying racism and the causal processes by which
the disparities constitutive of structural racism arise. This is because it is characteristic of structural racism that
social institutions and prevailing norms lead to to race playing an inappropriate role in causing life outcomes — for
example, when a person’s race is a cause of their loan application outcomes in a purportedly race-neutral system for
distributing credit and equity [13, ch. 2] or when racialized power hierarchies lead to food scarcity and malnutrition
in marginalized populations [12]. Understood as such, a manipulationist perspective on causal inference that would
deny race any causal role appears to stand in tension with what is required for statistical approaches to quantifying the
mechanisms underlying structural racism and, as a consequence, also in tension with using these approaches to aid us
in understanding how to eliminate racism and ameliorate the harms it has already done.

Our first main thesis is that on a broad range of social constructionist views about race, an individual’s race is (in



principle and perhaps even in practice) manipulable, i.e., it is conceptually coherent to posit counterfactuals about a
person’s race. The relevant manipulations are hypothetical; they might target features of the social structure, social or-
ganization, and/or system of power relations in which the individual is embedded. Therefore, it is conceptually coher-
ent to define and contemplate the causal effects of race on various outcomes or features of an individual’s experience,
even from a purely manipulationist view of “causal effects.” An implication of this view is that quantitative potential
outcomes analyses of causal effects of race have an interpretation from the social constructionist’s perspective, even in
routine observational settings where no actual manipulations are carried out. What’s more, this interpretation renders
meaningful talk of the effect of an individual’s race on outcomes of interest, where “race” is understood here as an
individual’s “racialized status” or “experiences of racialized subordination and privilege.”

We next evaluate and discuss the typical identification conditions that are employed in standard applications of
the potential outcomes formalism in observational studies, in particular the assumptions of “causal consistency” and
“no unmeasured confounding.” We have in mind ordinary observational analyses using, for example, electronic health
records or cohort studies. (That is, we do not consider complicated, novel, or bespoke study designs.) As always,
these assumptions should be interrogated in the given empirical context and the sensitivity of conclusions to violations
of these assumptions ought to be evaluated. However, we maintain that caution in this domain should not preclude
inquiry, and that the epistemic situation with race as exposure is no more difficult than for many other commonly
studied social and biological exposures.

The causal effects of race in the sense described here are not typically quantities of direct policy-relevance, since
we rarely entertain actually implementing any hypothetical manipulations that would change an individual’s socially-
constructed race. Our final main thesis is that causal effects of race are indirectly relevant to policy. As we elaborate
below, estimating some causal effect of race may be the first step of an analysis which decomposes this effect into
path-specific effects, where the ultimate goal is to understand and quantify the plural mechanisms (“pathways”) by

which race determines social life and health outcomes.

Background

In the potential outcomes (a.k.a. counterfactual) formalism for causal inference, research questions are formulated
with several basic ingredients. In the simplest case, consider a binary “exposure” or “treatment” A which takes one
of two possible values, A = a or A = o, as well as some outcome of interest Y. The quantity Y;(a) denotes the
value of the outcome that would be observed for unit (individual) 7 if the exposure A; were set, possibly contrary to
fact, to the value a. For every individual, only one of Y;(a) or Y;(a') is observed, depending on the actual value of A;.
The other potential outcome is “counterfactual.” Quantities of interest are typically defined via contrasts of potential

outcome variables: for example, the individual effect Y;(a) —Y;(a’), population average causal effect E[Y (a) —Y (a')],



causal risk ratio or some conditional version of these within strata of baseline covariates. Whether some such

B[Y (a)]
E[Y(a’)]”

quantity is identified (and thus estimable) from observed data depends on the assumptions a researcher is willing to
make in the course of a specific study: assumptions about data collection, study design, confounding, positivity, etc.
Often the relevant assumptions may be summarized by causal diagrams [14, 3, 15]. There is a long history of emphasis
on “well-defined” potential outcomes, though what precisely qualifies as “well-defined” is rarely specified in any detail
(cf. [16]). Some authors deliberately defer to “agreement among experts based on the available substantive knowledge”
about which exposures qualify and how precisely these must be specified [2]. The idea is that expert consensus can
tell us when the exposure A is manipulable, at least in principle, and specified with sufficient precision such that it
is possible to imagine and reason about the variables Y (a), Y (a’) and the aforementioned identification assumptions
(e.g., identify possible confounders). Though random assignment plays an important role in some contexts, actual
randomization is not necessary for some potential outcome to be well-defined; it is sufficient that one can clearly
specify the outcome under different exposure values and evaluate identification assumptions. While we do not adopt
the target trial perspective here, some authors suggest that researchers should be able to articulate the details of a
hypothetical “ideal” randomized experiment, called a target trial, as a kind of coherence check on whether the specified
causal quantities are sufficiently well-defined [17].

In regard to purportedly non-manipulable features, such as race, a range of attitudes have been expressed [18, 19,
20, 21, 22, 23]. As already mentioned, some researchers have chosen to restrict their attention to manipulable features,
including beliefs about or perceptions of race, associated genetic attributes, and relevant socioeconomic quantities.
(Recent work has highlighted challenges for interpreting even the causal effects of “perceived race” [24].) Some
scientists and philosophers instead reject the strict manipulationist perspective [25, 26, 27, 28, 29, 30]. Indeed, we
agree with much of what is argued by Glymour and Spiegelman [29], particularly that an overly strict manipulationist
criterion (however that is precisely specified) is both difficult to defend philosophically and places unnecessary or
counterproductive restrictions on scientific inquiry practically. There is, of course, room for multiple perspectives on
causal concepts and counterfactual reasoning, but here we explore an approach from within a broadly manipulationist
perspective, in part to explore how far the perspective will go and in part because we hope it proves useful to researchers

looking to work within a familiar and valuable framework.

The manipulability of socially-constructed categories

Many scientists would endorse some broadly social constructionist understanding of identity categories, including
race, ethnicity, and gender. Our focus is on race. The social constructionist viewpoint is not one theory but a loosely
related family of proposed theories. We are especially interested in accounts that have been developed via what

philosophers call “explication” or “ameliorative analysis” [31, 32]. An ameliorative analysis aims to balance con-



siderations of accuracy, capturing enough of the target to be descriptively useful, with considerations of utility or
fruitfulness, being willing to depart from or modify standard definitions to facilitate future inquiry or action [33]. We
focus our attention on explications of race or racial concepts that will facilitate causal reasoning for epidemiologists,
medical researchers, or social scientists trying to reason about fruitful lines of action in reducing or eliminating racial
disparities.

Consider the following general description from Charles W. Mills [34, pg. 47-8]:

“What [social constructionists] mean, to begin with, is that there are no ‘natural’ racial divisions between
human groups but rather a continuous spectrum of varying morphological traits. That the lines of de-
marcation, the categorical boundaries, are drawn here rather than there is a social decision, and one that
creates the (social) reality in question. [...] Under other circumstances, in other worlds, or even in our
world at different times, different lines of demarcation could have been drawn. [...] Race is not founda-
tional: in different systems, race could have been constructed differently or indeed never have come into
existence in the first place. Race is not essentialist: the same individuals would be differently raced in dif-
ferent systems. Race is not ‘metaphysical’ in the deep sense of being eternal, unchanging, necessary, part
of the basic furniture of the universe. But race is a contingently deep reality that structures our particular

social universe, having a social objectivity and causal significance that arise out of our particular history.”

Though this description abstracts away from many of the particular details of how racial categories have been histor-
ically defined or the divisions drawn in our specific society, it is noteworthy for capturing a key feature that social
constructionist views share: contingency, the possibility that things could have been (or could be) different. Mills goes
on to consider a list of factors which have shaped or seem to shape racial categorization in the United States: ancestry,
self-awareness of ancestry, public awareness of ancestry, culture, experience of privilege or oppression, and subjective
self-identification. None of these, not even the physiological factors often taken to be core to racial systems, are taken
to guarantee any particular racial classification. He uses a series of examples to draw out tensions among the various
criteria and intuitions about changing an individual’s racial belonging. Exactly which manipulations are sufficient to
change an individual’s race vary depending on the relative importance of these several criteria, but it is clear that on
Mills’ social constructionist view an individual’s race is manipulable, particularly by changing where (socially) “the
lines are drawn,” or changing manipulable facts about an individual such as how they are perceived in such a way that
they fall into a different category on the basis of existing demarcations.

Sally Haslanger [32, 35, chp. 1] proceeds somewhat differently, by proposing a sociopolitical definition of racial-
ized group. An individual’s race is then determined by their membership in at least one racialized group. Haslanger’s
definition is informed by a combination of historical/sociological analysis, conceptual reflection, and pragmatic justice-

oriented goals. It has three parts, which we paraphrase: 1) individuals are observed or imagined to have certain phe-



notypic traits that, in a given context, are presumed to be evidence of ancestry; 2) those traits are thought to mark
individuals as appropriately (relative to a given context and background ideology) occupying certain subordinate or
privileged social positions; and 3) individuals are systematically subordinated or privileged along some dimension in a
given context because of 1) and 2). For our purposes, the main interesting feature of this social constructionist account
is that it also suggests that an individual’s race, or perhaps more specifically, racialized status, is manipulable: e.g.,
racialized status may be manipulated by intervening on an individual’s relative location in the power structure: their
status as racially subordinate or privileged. Alternatively, an individual’s status may also be manipulated by interven-
ing on background ideology or prevailing beliefs such that their phenotypic traits take on a different social meaning
[36]. Roughly, this view of race emphasizes how an individual is treated/regarded by others and what social position
they occupy. Since both social organization and ideology are changeable, not fixed, so is race.

Other social constructionist accounts, which vary in their details, similarly define race or racialized group by ref-
erence to some combination of 1) collective social categorization by (apparent) phenotypic traits and 2) social or
institutional practices of oppression, marginalization, subordination, or hierarchy [37, 38, 39, 40, 41, 42, 43]. As Paul
C. Taylor summarizes it: “specifying a racial identity is a way of specifying someone’s location on a racialized social
terrain,” [41, pg. 186]. That is, a person’s race is determined, at least in part, by where they stand (their “location”)
vis-a-vis power relations or similar. It should be clear that such relations are manipulable — since, in fact, social re-
lations change over time and are often the targets of policy-making — and that we can entertain counterfactuals about
alternative social relations. As a metaphor, we may imagine rearranging the spatial relations among people in a room
with a fireplace. How warm any given individual will be depends on their distance from the fireplace and the relative
locations of other people in the room. The relational properties of individuals (including their proximity to power or
relative subordination) can be manipulated in such a way to impact outcomes without changing anything “essential”
to the individual. In this way, the manipulability of socially-constructed race serves as an important counterpoint to
skeptics who entirely object to causal language concerning race and indeed to racial statistics in general due to their
historical association with problematic essentialist uses of racial statistics (e.g., racist/eugenicist goals or rationaliza-
tion of gross inequalities) [44, 45]. Social constructionism is categorically anti-essentialist and does not conflate race
with immutable biological characteristics.

Several interpretations of “effects of race” proposed by social or health scientists, largely consistent with a con-
structionist perspective, have been influential in social science and public health applications. For example, political
scientists Sen and Wasow [46] propose to view race metaphorically as a “bundle of sticks,” i.e., an aggregate of “fac-
tors including societal values, skin color, cultural traits, physical attributes, diet, region of ancestry, institutional power
relationships, and education.” They advocate for research approaches which focus on isolating or varying individual
components, especially the ones that are judged to be more mutable in practice, e.g., names, neighborhood conditions,

dialects. Similarly, in an epidemiological context VanderWeele and Robinson [18] discuss interpretations of “effects of



race” based on isolating factors related to race, including skin color and its perception by others, genetic background,
cultural context, and socioeconomic status. Research following these proposals will involve entertaining counterfactu-
als about specific manipulations that do not necessarily manipulate the racialized group membership of an individual,
but rather something else: possibly the exposure of some decision-maker (employer, police officer) to a racial cue (in
which case the unit of analysis is the decision-maker, not the racialized person), counterfactuals about the distribution
of socioeconomic status in childhood, variations in neighborhood poverty, etc. Studies that aim to estimate the effects
of skin color, racial social cues, or neighborhood effects follow this reasoning [47, 48, 49]. These kinds of research
questions and the attendant study designs may indeed be useful and illuminating about various social mechanisms,
but they ultimately do not quantify how outcomes and life experiences depend upon race (membership in one more
racialized groups) as a whole; often, in contrast, these studies aim to separate or isolate some “component” of racial-
ization or racism from others. Some authors have challenged the endeavour of “isolating” components of race, by
pointing out conceptual problems and the implicit normative commitments underlying conclusions drawn from such
studies [24]. In particular, choices about what to “adjust for” in the attempt to isolate components of racialization have
been controversial, may lead to interpretation problems, or risk “adjusting away” some of the effect that ought to be
of substantive interest. The alternative approach that we explore in this work is to quantify how various life outcomes
and experiences depend on race or the experience of racialization as a whole and further decompose that overall effect
into the effects of race along various pathways. The specific relevant counterfactuals will depend on which social
constructionist account of race is presumed, and this of course should be made clear in the context of any given study.
We do not advocate for any particular constructionist account, though we mostly refer to Haslanger’s for the sake
of discussion. On that view, the relevant counterfactual concerns an individual’s status as racially subordinated or
privileged in the context of fixed background ideology.

We emphasize that though racialization writ large is clearly a social phenomenon, the counterfactuals we are con-
cerned with here describe manipulations that occur at the individual level, not at the level of entire societies or social
histories. Haslanger’s definition focuses, for example, on the racialized group membership of an individual, and this
ultimately amounts to an individual’s experience of (or propensity to experience) racialized subordination or privilege.
In other words, “the effect of race” is a shorthand for the effect of an individual’s experience of racialized subor-
dination/privilege. This focus on the individual is consistent with causal inference in other domains: e.g., consider
estimating the effects of high blood pressure or educational attainment. The fundamental counterfactual ingredients
posited to answer address these questions involve considering isolated changes to the blood pressure or educational
history of an individual over some time period, rather than broad reorganizations of the complex, dynamic biological
or social systems in which those are salient (the cardiovascular system in humans or the prevailing distribution of
social benefits according to education level). As such, our fundamental interest is in the potential outcome Y;(a),

which represents the outcome for individual 7 had their experience of racialization been set to A; = a. When we



discuss identification assumptions below, the target in mind is some average of individual-level effects. There is a rich
literature in causal inference on dealing with “interference” among units, i.e., when one unit’s exposures or outcomes
depend on another unit’s exposures or outcomes. We briefly discuss how concepts and notation from the interference

literature may be brought to bear on the current topic in the Appendix.

Identification assumptions

Having assumed one of these constructionist interpretations of race, the next step is to evaluate the plausibility of
standard identifying assumptions in the context of a given study in order to try an estimate an effect. We assume here
that the setting is an ordinary observational study, with data on participants’ self-reported race, other demographic
features, covariates, and outcomes. For example, the data might from the kind of prospective longitudinal cohort
study that is typical in public health research, or a retrospective analysis of administrative records or electronic health
records. In the next section we will consider in somewhat more detail a hypothetical cohort study of hospitalized U.S.
adults, with self-reported race and other demographic variables measured at baseline (i.e., at time of hospitalization, in
adulthood) and various “post-exposure” variables measured throughout a hospital stay. The goal may be to understand
how race affects outcomes among these hospitalized patients, including quality-of-care or ultimate health measures
(e.g., mortality). With this kind of study in mind, we begin by thinking about the measurement of the race variable,
the exposure. First, we will typically want to define the relevant exposure as race qua racial position “at birth” or
early in life, since research shows that racially-distinct experiences are manifest at this early stage [50]. Researchers
will often make some simplifying assumptions about the number or definition of racial categories (e.g., using coarse-
grained categories such as “black” and “white” though of course there is significant heterogeneity within groups) and
the stability of an individual’s racial position over time (e.g., assume that an individual’s racial position at birth is the
same as their racial position throughout life, though for some outcomes, a time-varying definition of exposure may be
appropriate). Researchers must also be careful or at least transparent about assuming that an individual’s self-reported
race in a particular study is an adequate measurement of (or proxy for) their actual racialized group membership. All
these simplifying choices and approximations are important and their adequacy should be evaluated in the context of
a particular analysis.

One immediate challenge is that there is more than one way to hypothetically manipulate an individual’s race
even having fixed the relevant background interpretation. That is, there are “multiple versions of treatment” [51]. This
would be a violation of the causal consistency assumption, which posits that among those individuals with A = a, their
actual value of outcome Y matches their potential outcome Y (a). The consistency assumption has been previously
discussed in the social epidemiology literature, where it has been argued that consistency is questionable for many

commonly studied social exposures, including income, education, and neighborhood effects [52].



We offer a few observations.

First consider the setting where the relationship between exposure (in our case, race) and the underlying manipu-
lation is many-to-one, i.e., many distinct manipulations of the experience of racialized subordination/privilege lead to
the same exposure value. Under the assumption that version of exposure satisfies conditional exchangeability (which
we return to below), VanderWeele and Hernan [51, Prop. 8] show that the estimand corresponding to the causal effect
of A = a has an unproblematic interpretation. Roughly: the overall effect can be understood as a weighted aver-
age across different versions of the exposure. Using this result, one may conclude that (assuming exchangeability) the
causal effect of race being estimated by the standard formula corresponds to the effect of an intervention that assigns to
each individual some “version” of the underlying manipulation of experience of racialization from a conditional prob-
ability distribution over versions. The result is described more formally in the Appendix. Importantly, this “weighted
average” interpretation of the effect is valid even in the absence of any data on the individual-level version of exposure
— it simply averages over the unobserved heterogeneity.

More recently, a closely related line of thinking has been elaborated in a study by Aris et al. [53], and their
approach may be particularly useful for thinking through the multiple manipulations relevant to race as exposure.
Aris et al. [53] endeavor to quantify the effect of an exposure that is not directly measured, but for which a coarse
“proxy” exists. In their case, the observed exposure variable is “early BMI rebound” in children which denotes a rise
in body mass index (BMI) after infancy but before mid-childhood. The prima facie goal in their study context may
be to quantify the effect of early BMI rebound on certain children’s health outcomes, measured in early adolescence.
The authors write, however, that early BMI rebound is not itself a well-defined exposure since it may be the result of
many different processes or specific interventions. Instead the authors describe hypothetical interventions on a set of
modifiable characteristics including daily physical activity, screen time, and diet over 4 years of a child’s life. The
observed indicator for early BMI rebound acts as a proxy for these hypothetical interventions. In particular, under
what they call the proxy separation assumption, the effect of the bundle of hypothetical interventions (on modifiable
characteristics) is identified from the observational data by the usual g-formula or back-door adjustment formula that
adjusts for covariates and the measured proxy, observed early BMI rebound.

Returning to the effect of race, one may view observed racial group membership as a proxy for interventions on
an underlying set of modifiable characteristics, namely on experiences of racial subordination or privilege from birth
until enrollment into the study when race is measured (e.g., enrollment into the hospital study cohort). If adopting
something like Haslanger’s definition, the interventions may target daily experiences of subordination/privilege across
various institutional contexts (criminal justice, education, health) that Haslanger discusses. These may be spelled out
in more detail. Some of the hypothetical manipulations across these domains may resemble the kinds of manipulations

actually carried out in the aforementioned studies of (e.g) racialized social cues or neighborhood effects, but imple-



mented jointly and throughout the lifecourse.! Say that certain values along the axes of subordination/privilege across
these contexts correspond to what we would call being “racialized as black” and other values correspond to “white.”
The proxy separation assumption, in this context, would be the following: within strata of confounders (see below for
discussion), if the bundle of interventions is set to the values corresponding to “racialized as black” then the individual
is observed as “black” in the data. This assumption is consistent with Haslanger’s theory, since on her criteria it is pre-
cisely the fact of an individual’s racial subordination/privilege that determines membership in some racialized group.
Under the proxy separation assumption (and versions of the no unmeasured confounding and positivity assumptions),
the result in Aris et al. supports the following interpretation: the usual identification formula for the effect of the
“proxy” race can be interpreted as the cumulative effect of a vector of (stochastic) longitudinal assignments for those
modifiable characteristics. This has much in common with the “weighted average of different versions” interpretation
discussed above, particularly in that the target estimand amounts to the effect of an intervention that draws assignment
values (in this case, a large vector of daily values since birth) from a conditional distribution indexed by race and co-
variates. The formal details are spelled out using mathematical notation in the Appendix. Of course, though the proxy
separation assumption may be plausible for some applications, it may be violated in others — this must be adjudicated
in context and with reference to the specific definition of the racial exposure assumed.

These considerations are meant to respond to the fundamental challenge of evaluating causal consistency for race-
as-exposure: there are multiple ways an individual may experience racial subordination or privilege since birth, and
coarse-grained data on self-reported race will not support precise conclusions about the effects of being subordi-
nated/privileged in some specific manner. Our perspective here is that precise conclusions about different possible
ways of being racialized as A = a versus A = a’ are not typically of primary interest, since our goal in estimat-
ing the “effects of race” in an observational study is not to forecast the consequences of actually manipulating race
in one way or another. Researchers’ goals are more typically to understand how much some specified outcome de-
pends counterfactually on race, as a precursor to decomposing this dependence into more useful path-specific effects
which quantify the contributions of specific mechanisms (as discussed in the next section). It has been frequently
noted that all intervention definitions include ambiguities [29] and that the degree of underdetermination of the racial
exposure need not be substantially different than the underdetermination associated with many other exposures of
interest, including social determinants (e.g., there are many ways to manipulate educational attainment that plausibly
have different consequences for subsequent outcomes [52], yet researchers routinely investigate the causal effects of
educational attainment) and biological states (e.g., there are many ways to manipulate blood pressure, yet the causal
link between blood pressure and cardiovascular disease outcomes is well-established [54]). From our perspective,
some amount of vagueness is not necessarily a problem given the ultimate goal, which only requires an interpretation

of causal dependence that can serve as a rough basis for further investigation into mechanisms.

'We thank an anonymous reviewer for raising this point.
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Another important assumption for causal identification is “no unmeasured confounding.” This assumption too
must be scrutinized in the context of a given study (depending on what covariate information is available) and a fixed
background definition of socially-constructed race.

Consider again adopting a view resembling Haslanger’s about the meaning of race, in which case an individual’s
racial position is constituted by their actual phenotypic traits, the “social meaning” of their phenotypic traits (i.e., pre-
vailing beliefs about the significance of those traits in a particular society), and whether the individual is systematically
subordinated or privileged as a result of the aforementioned. The hypothetical manipulations considered above only
directly change whether an individual is racially subordinated or privileged, independently of their actual phenotypic
traits and even prevailing beliefs about those traits. That is, in the relevant counterfactual world an individual’s phe-
notype and the phenotype-beliefs of everyone the individual encounters remain the same but just do not produce the
racial subordination or privilege that they produce in our actual world. For example, we may be asked to imagine
(counter-to-fact) that a person’s “ancestry-marking” phenotypic traits are just inert when it comes to power relations:
people see the traits, perhaps even harbor racist ideology, but are prevented from actually distributing power in the
corresponding way. (Mills [34] discusses a thought experiment along these lines.) What might qualify as a potential
confounder (common cause) of this “exposure” and subsequent outcomes? Taking into account intersectionality the-
ory, it may be that factors including an individual’s gender, national origin, and age influence their experience of racial
subordination or privilege, in which case it may be appropriate to adjust for some or all of these factors to identify the
effect of race [55, 56]. Additional variables may also act as confounders for the relationship interest, depending on
the design of the study and target population: (i) socioeconomic, including geographic, circumstances at birth or in
childhood (e.g., parents’ income, childhood neighborhood characteristics) may be important confounders, and (ii) cer-
tain genetic characteristics may act as confounders, if these are thought to simultaneously be associated with — but not
causal descendants of — racial subordination/privilege and subsequent outcomes. Recall that adjustment sets should in-
clude common causes of exposure and outcomes but should not include factors that are on the causal pathway between
exposures and outcomes [1, 2, 3], i.e., variables affected by race should not be adjusted for. In a study similar to the
cohort of hospitalized adults alluded to earlier, the data may include some measures of socioeconomic status in adult-
hood such as income, wealth, or educational attainment at study baseline. But these will generally be post-exposure,
not confounders, since they may be affected by the cumulative experience of racialized subordination/privilege. For
the same reason, measures of health, comorbidity, or disease severity in adulthood would not be confounders, if these
are potentially causal descendants of the exposure under study. Although genetic characteristics may be associated
with racial subordination/privilege via their role in producing “phenotypic marks,” and hence candidate confounders,
whether these act as true confounders (by also affecting outcomes) will depend on the outcomes of interest.

The discussion of consistency above made appeal to interpretations that spelled out causal effects in terms of multi-

ple “versions” of exposure [51] or vectors of multidimensional longitudinal assignments to manipulable features [53].
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In both cases, the relevant manipulations are not actually observed in the data and may only described at a certain
level of detail, usually much less detail than is typical of an experimental protocol in a randomized trial. The iden-
tification results described (and thus the corresponding interpretations) hold whether or not the underlying variables
are observed, but their being unobserved poses a challenge for evaluating the requisite conditional exchageability as-
sumptions. In order to use the result from VanderWeele and Herndn, one ought to be able to judge whether some set
of baseline covariates is sufficient to make the “version” of exposure exchangeable. To use the result of Aris et al.,
one must be able to judge whether a given set of covariates is sufficient to make the vector of longitudinal assignments
exchangeable. In both cases, this is not an easy task, but it is always challenging to reason about possible sources of
confounding in an observational study, and the results of this thought process are always tentative. Researchers who
want to make use of one of these interpretations must think through and describe the multiple ways of experiencing
racial subordination and privilege, the relevant “versions” of exposure or manipulable components of experience, in
order to make the case for adequate control for confounders.

The ultimate point here is that distinct definitions of the racial “exposure” under study and the study setting may
suggest various possible confounders. Concerns about residual confounding of the racial exposure with outcomes
under study may remain, as in any observational study. It is often advisable to carry out causal sensitivity analysis,
which is a way of quantifying the sensitivity of estimated causal conclusions to violations of the “no unmeasured
confounding” assumption [57, 58, 59]. Alternatively, one may specify a model that explicitly allows for unmeasured
confounding but estimate bounds for the effect of interest in lieu of a point estimate (that is, an interval instead of a
single number) [60, 61]. These approaches to mitigating the reliance on “no unmeasured confounding” already exist
in the causal inference literature and may play an important role in credible analyses of the effects of race, as they
ought to in observational causal inference more broadly.

The other key identification assumption in causal inference from observational studies is the “positivity” or “over-
lap” assumption, which requires that there is some positive non-extreme probability of observing different exposure
values within strata of confounders. We defer some brief comments on positivity to the Appendix.

Given that “causal consistency” and “no unmeasured confounding” are ubiquitous challenges in applied causal
inference, evaluating the requisite identification assumptions for estimating causal effects of race may be no more
difficult than for many commonly studied exposures. These identification assumptions are idealizations, prone to
be violated to some degree in most observational studies, yet this should not prevent researchers from investigating

relevant questions with the best methods available and their assumptions made explicit.
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Indirect policy-relevance and the mechanisms of racism

From a policy perspective, researchers are only rarely, if ever, directly interested in evaluating hypothetical interven-
tions on an individual’s socially-constructed race. However, estimating (e.g.) the average (a.k.a. total) effect of race
E[Y (a) — Y (a')] is indirectly policy-relevant as the starting point for decompositional analysis that quantifies the
counterfactual dependence of Y on race along multiple possible pathways or mechanisms. Policies may target some
aspect of this dependence itself.

To make things concrete, let Y denote 30-day mortality following cardiac surgery. Having observed a difference
in mortality rates between, say, patients racialized as black A = a and white A = «’ in a particular hospital or
healthcare context, we may hope to investigate the mechanisms behind this observed difference in order to inform
interventions which reduce or mitigate the difference, or at least the contribution to that difference that can be attributed
to causal dependence of outcomes on race. (There may be contributions to an observed group difference or disparity
that are not properly thought of as arising from the effects of race, e.g., selection effects; see [62]. We leave aside
these other possible “non-causal” contributors to observed group differences in the present discussion.) From here
on we will presume as background Haslanger’s “experience of racial subordination/privilege” definition of racialized
group, and simplify to two groups just for the sake of illustration. As is standard in mediation analysis, the total
effect E[Y (a) — Y (a')] may be decomposed into a sum of partial effects along particular pathways; see Figure 1
for an example. M denotes a patient’s insurance status over a particular period of time and D denotes the severity
of cardiovascular disease (CVD) prior to surgery. These factors may be related because an individual’s insurance
status may influence how often they see a doctor, whether they take advantage of preventative care, and perhaps
what treatments they receive in the course of their medical history. In turn, those things may influence post-surgery
mortality by affecting both the severity of CVD (more severely sick patients being at greater risk of complications) and
other non-cardiovascular health issues which affect the likelihood of death post-surgery. X denotes a set of covariates
potentially associated in the hospital population with (but not caused by) race and other downstream factors, e.g., age
and gender. (The bidirected edge between X and A denotes that they are associated but neither factor is a cause of
the other. In some settings X may comprise a larger set of possible confounders, including perhaps genetic factors or
principle components of ancestry if these are thought to act as confounders.) U denotes any additional pre-exposure
factors that may induce confounding. If such factors exist, these may preclude point identification of effects. We will
assume no unmeasured confounding for the present discussion, but as already mentioned, one may choose to estimate
bounds in lieu of point estimates or perform causal sensitivity analysis. Figure 1 presents a simplistic model for a
complex reality, but suffices to illustrate the general idea.

There is a rich general theory of mediation analysis and quantifying path-specific effects (PSEs) for complex causal

diagrams and along arbitrary pathways [63, 64]. The effect of race on mortality along pathways through insurance

13



Figure 1: A simple causal diagram for evaluating possible mechanisms relating race (A) to mortality after cardiac
surgery (Y). M denotes insurance status, DD denotes severity of cardiovascular disease pre-surgery, and X denotes
baseline covariates such as age and gender, and possibly genetic components if these are believed to be relevant to
outcomes. If unmeasured factors such as U render the relevant effects non-identifiable, bounds may be estimable or
sensitivity analysis may be applied.

B e

status M may be written: E[Y (7, a,a’)] — E[Y (a’)] where 7 denotes the set of paths {A - M — D —» Y, A —
M —=Y}and Y (m,a,0") =Y (D(M(a,X),d', X), M(a,X),a’,X) is the nested m-specific potential outcome. In a
generalization of the additivity property for “direct” and “indirect” effects, the total causal effect is a sum of the effects
along pathways through M and pathways not through M [63]. (See [65] for the theory of conditional path-specific
effects, i.e., quantifying path-specific effects in particular subpopulations. This may be useful, for example, if the
effects of race along certain pathways are heterogeneous across gender, age, or other relevant categories as suggested
by intersectionality theory [66, 56].) Under appropriate identification assumptions the effect through M is a function
of the observed data distribution and thus can be estimated [64]. Though we do not go into details here, a common
approach to identification for path-specific effects involves so-called “cross-world” assumptions, i.e., independence
assumptions about mutually incompatible potential outcomes. However, some identification strategies instead proceed
by specifying separable components of the exposure along particular pathways [67, 65, 68], which in the present
context may be thought to correspond to those components of racial position that affect insurance status specifically,
compared with components of racial position that affect health by other mechanisms. Alternative decomposition
schemes (e.g., decompositions which emphasize “controlled” instead of “natural” indirect effects) may be preferred
in specific contexts. We do not prescribe a singular estimand of universal interest, but rather encourage inquiry into
various path-specific causal quantities with a social constructionist interpretation of the component potential outcomes.
More detailed models may refine the diagram in Figure 1 with additional social, economic, or biological variables
along some of the pathways (e.g., health literacy, education level, or pre-existing health conditions along pathways
from A to Y) and try to quantify effects along the various mechanisms that these variables represent, depending on
available data.

There are many mechanisms linking race to various outcomes that are relevant to public health and social reform
more broadly. While sometimes discussions of racism focus narrowly on prejudiced beliefs or stereotype-related bi-
ases, structural racism comprises many historical processes, institutional mechanisms, and hierarchical social relations.

While not all dimensions of structural racism must be identified with causal effects of race at the individual level, a
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benefit of the approach suggested here is that researchers may decompose the effects of race along various pathways
across distinct realms of experience in a way that can inform a mechanistic understanding of the processes giving rise
to racial stratification [69]. On this view, the causal contrasts germane to studying the mechanisms of racism are not
contrasts between people who are identical “except for” their racial identity — an idea that has been criticized across
disciplines [70, 71, 72]. On the contrary, the fact that various features (mediators or intermediate outcomes) are im-
pacted by race means that people will be different in salient ways and we should not always “adjust” these differences
away.

A relevant policy question might be to quantify the contribution of the pathway through M (the dependence of in-
surance status on race, and the dependence of D and Y on insurance status) to the overall effect of race. Some policies
may intervene on this mechanism by severing the connection between race and insurance status, e.g., by reforms to the
insurance system that eliminate racial differences in insurance such as a universal and uniform insurance plan. Others
may sever the relationship between health and insurance, e.g., by restructuring of the healthcare and hospital systems
to make insurance status irrelevant to care. In addition to being a starting point for the decompositional analysis, the
total effect of race on Y may be thought of as an upper bound on how much policies that sever one or more pathways
may mitigate the observed differences across groups.

Interventions that modify the relationships between variables — e.g., the causal dependence of one factor on an-
other, or the strength of this dependence — have been called interventions on “structural features” [73]. An important
part of the scientific understanding of structural racism is identifying those factors which are dependent on race and
quantifying the relative strengths of such dependencies. This may inform our decisions about where or how to inter-
vene. It has been suggested in a broadly anti-racist spirit that eliminating certain “arrows that connect” race to other
variables ought to be among our policy goals [74]. See also [75]. Our claim here is just that estimating the counterfac-
tual dependence of outcomes on race and decomposing such dependencies in the vein of path-specific analysis can be
instrumental in service of such goals.

We may also use these ingredients to pose a novel counterfactual question: what would be the distribution of
mortality if the effect of race on mortality via insurance-pathways (paths through M in our model) were null? That
is, what would be the distribution of Y in the nearest possible world where effect PSE™ = E[Y (7, a,a’)] — E[Y (a')]
(for our particular choice of 7) is zero? This is a specific instance of a more general type of counterfactual query:
what would be the distribution of some variables under an intervention that modifies or eliminates the counterfactual
dependence of one variable on another along some specified pathways (but all else being as similar as possible)? Ref.
[73] discussed such queries under the heading of “counterfactuals about structure.”

Somewhat surprisingly, we may borrow ideas from recent work on algorithmic fairness to try and answer such
questions. The literature on algorithmic fairness concerns itself with the societal consequences of deploying algo-

rithms in sensitive and highly consequential settings. The rough idea is that the data used to train algorithms in these
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settings may reflect a history of biases, injustices, and unfair disparities that are unwittingly amplified or reinforced
by the introduction of automated tools. There are many approaches to these issues, but one recent approach focuses
specifically on constrained optimization, where certain “impermissible” or “unfair” causal pathways are constrained
to be null [76, 77, 78]. We may re-purpose and generalize that approach to answer the kind of counterfactual questions
just raised. Let Z denote the set of variables in our data (i.e., Z = (X, A, M, D,Y) in the above example) and p(z)
denote the joint distribution or density of Z. We may inquire into the counterfactual distribution p*(z) characterized
by the constraint that PSE™ (or some other path-specific effect of interest) is null. Nabi et al. [76, 77, 78] propose
thinking of “the nearest possible world” where some path-specific constraint obtains as the solution to a constrained

optimization problem:

p*(z) = arg mqin Dk r(pllq)

such that PSE™ = 0

where Dy, denotes the Kullback-Leibler (KL) divergence between two distributions, p(z) and ¢(z). That is, p*(z)
picks out the distribution which is “closest” to the actual observed distribution p(z) where the specified effect is
(counter-to-fact) null. A different measure of “distance” between distributions may be used in place of KL divergence,
but KL has some nice theoretical and practical properties which make it an appealing choice. (This problem also has
connections to the formal operation of “imaging” in counterfactual logic [79, 80, 81]. Relevant results on identification
of interventions that alter network connections may be found in [82].)

In the context of a finite-dimensional parametric model for the observed distribution p(z; #), an approximation or

estimate of the counterfactual distribution p*(z) = p(z; 6*) may be obtained by constrained maximum likelihood:

0" = arg max L(z;0)

such that e~ < g(2)™ < e

where £L(z; 0) denotes the likelihood function, g(2)™ denotes an estimator for the specified PSE, and €, €™ are user-
specified tolerance levels (typically spanning the null value). Constrained optimization problems of this type are
common objects of study in computer science and computational statistics. There are many technical challenges and
open questions to be addressed about the above optimization problem — the quality (and uniqueness) of solutions, the
feasibility of non-parametric or semi-parametric versions, evaluating robustness and representing statistical uncertainty
— but we do not delve into those issues here. Approaches to solving such problems (in the context of algorithmic
fairness) are discussed in a series of papers [76, 77, 78].

Returning to our motivating example, we may aim to estimate the joint distribution of the relevant variables (or
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some marginal distribution, or other derived quantity such as a measure of disparity) under the hypothetical restriction
that the effect of race on mortality via insurance pathways is null. This quantifies the consequences of “intervening
on the pathway” we specify. Such information could inform policy-makers about potential reforms to the insurance
or healthcare systems. In the simplest setting where the likelihood function can be assumed to belong to a known
parametric family (e.g., multinomial distribution for binary data), and the path-specific effect is estimated by (e.g.) a
parametric g-formula estimator, the solution to the optimization problem may be obtained using standard statistical
software. When the set of relevant variables is large and includes continuous components, simple parametric models
may be difficult to justify. In that case we would hope to formulate and solve a semiparametric or nonparametric
version of the problem, which is more difficult.

The above formulation of this counterfactual query encodes some important assumptions. By focusing on the
“nearest” counterfactual distribution we are implicitly assuming that almost everything aside from the specified PSE
would stay the same in the world where that dependence is severed. In practice, real policies that would sever that
causal dependence may possibly affect the distribution of relevant variables in additional ways, depending on precisely
what intervention is implemented. Thus, predictions informed by this constrained optimization approach should be
interpreted as idealized predictions, which deepen our understanding of the constitutive harms of structural racism.

Our proposal is complementary to but different from the approach that Jackson and VanderWeele propose to study
disparity-mitigating policies [19]. In that work, the authors present an alternative to traditional mediation analysis
that quantifies how interventions on factors associated with race (e.g., mediators such as educational attainment)
would impact racial disparities in outcomes. That is, their decompositions entertain counterfactual worlds where
certain non-race covariates are randomly assigned (possibly within strata of baseline covariates) but the dependency
of other variables on race remains intact. This approach is agnostic about the interpretation of race [19, p. 827]
and requires evaluating the usual identifying assumptions (consistency, confounding, etc.) with respect to a different
potential outcome, Y;(m) where M = m denotes the associated target of intervention. This approach has has its
own advantages and difficulties, but here it suffices to note that the requisite identification assumptions and postulated
counterfactual world (a world where a possibly mediating variable associated with race is manipulated versus the
“nearest” world where the dependence of an outcome on race along certain mediated pathways is severed/modified)
are different. The proposal here complements and does not in any way conflict with this other line of work, nor related
approaches that focus on so-called “interventional analogues” in order to avoid any reference to counterfactuals about

race [83, 18].

17



Conclusion

Discussions of manipulable targets of inference have paid insufficient attention to background theory about what
socially-constructed categories are, and the relationship between interventions and policies has been too narrowly
circumscribed: the route to consequential policy formation can be more indirect. We’ve proposed that potential
outcomes about racial exposures can be interpreted from a social constructionist perspective on race, and thus that
the ingredients of causal mechanistic analysis of racism are sufficiently well-posed to be investigated in service of
anti-racist policy goals.

Causal inference is challenging in almost any real situation encountered in applied work; the additional difficulties
of studying the mechanisms of racism are non-trivial, but ultimately not different in kind from the difficulties of
studying other complex phenomena we encounter in the health and social sciences. In particular, appropriate variable
definition, accurate measurement, and clearly-stated modeling assumptions are acutely important in this domain; but
we do not believe that somehow potential outcomes or counterfactuals about race are hopelessly ill-defined. Perhaps
what is unusual about this domain is that it seems impossible to avoid drawing on multiple disciplines to tackle
the relevant scientific questions. In our discussion we’ve drawn on ideas from philosophy and computer science, in
addition to statistics and epidemiology. We hope that our proposals provoke engagement across these disciplines, and

innovative approaches to answering non-standard questions.

Appendix

Brief comments on ““interference”

In the literature on causal inference under interference, the potential outcome for one unit or individual may be indexed
by exposure values for all other units in a relevant range or population. For example, if we are interested in the contrast
of being racialized as A; = a} vs A; = a; for individual i, we could write the relevant potential outcome using the
whole vector of exposure assignments for all other individuals, namely contrast Y;(a}, a_;) with Y;(a;,a_;) where
a_; = (a1,...,ai—1,0i41,--.,a,) denotes the exposure assignments for all other individuals in a sample of size n.
Then the average of individual effects is % S lYial,a—;) — Yi(ai, a—;)]. This would be referred to as the average
unit-level effect or “direct” effect in the interference literature [84]. Alternative contrasts taking into account the full
vector of interfering exposures may also be defined. The assumption of “no interference” is often invoked as a part
of SUTVA (the “Stable Unit Treatment Value Assumption”) [85], which may be described as a combination of this
assumption with the consistency assumption described in the main text. Given the social and relational nature of the

racialization exposure, in some settings a researcher may appeal to methods from the interference literature that allow

for exposure values of other individuals to be relevant [84, 86, 87, 88, 89].
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Results related to the consistency assumption

Here we expand more formally on the results from [51] and [53] described in the section on identification.

Recall we use Y'(a) as the potential outcome for an individual racialized as A = a. Given a set of pre-exposure
covariates X, the usual g-formula estimand for E[Y (a)] (under assumptions of consistency, conditional exchange-
ability, and positivity) is Y E[Y | A = a,z|p(z). If we regard race as a “coarsening” of an underlying exposure
with multiple versions, we can use high-dimensional but categorical variable K to denote the version of racial ex-
posure received. [51] show that if we are willing to assuming Y (k) 1L K | X, then ) FE[Y | A = a,z]p(z) =
Y. x BIY(K) [ 2]p(K =k | A = a,z)p(x). This is the interpretation that is described as a weighted average over
exposure heterogeneity above. More formally, the effect is of an intervention such that, within strata of covariates
X = z, an individual is randomly assigned a “version of treatment” K = k from the observed distribution of K in the
population amongst those with A = a and X = .

Alternatively, [53] consider K ; = (Kj,...,K ) to be a vector of longitudinal assignments to a set modifiable
characteristics over some extended time period indexed by 0, ..., J (e.g., daily assignments across multiple domains
of experience over a period of years). The proxy separation assumption is: within each covariate level X = =z,
if K = E; then A = a. Under this assumption, and versions of conditional exchangeability, consistency, and
positivity for K ;, the authors show that Y E[Y | A = a,z]p(z) = e EIY | Ky = k1 H;]:Op(k? |
A= a,%?_l, x)p(x) where kj is any value in the support of K; under an intervention that assigns K; according
to a proxy representative intervention characterized by a draw from p(k; | A = a,Ej_l, x). From the form of this
identifying formula, it is evident that this approach has much in common with the “weighted average over exposure
heterogeneity” interpretation from [51], though the background setup is different and the underlying intervention is
a more complicated stochastic longitudinal assignment of a set of values. [53] also discuss settings where proxy
separation may be violated and consider some other complications related to time-varying confounding. In particular,
if (in addition to X') exchangeability requires conditioning on time-varying covariates that exhibit exposure-covariate
feedback with K, this introduces complications. The corresponding identifying functional may then resemble a
more elaborate g-formula expression that includes conditional distributions of time-varying confounders given past
history. When such time-varying covariates are measured, this would lead to a different estimand, but for example
inverse probability weighting methods may be used. In typical observational studies, information on time-varying
confounders relevant to experience of racialized subordination/privilege throughout the lifecourse are most likely not

measured, but for some study designs this may become relevant.

The positivity assumption

The requisite positivity assumption is that P(A = a | X = x) is bounded away from zero and one for all a and x.
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Whether this assumption is met in practice depends strongly on the available data, the target population (or sampling
frame), and the choice of confounders X. It has been suggested that in a strongly racially stratified society, some
socioeconomic factors may be so strongly associated with race that positivity is violated, namely that within strata
of those socioeconomic factors, there is no variation in race at all [90]. However, it is worth noting that many of the
“strong correlates” for race that immediately come to mind are arguably “post-exposure” and so should not be included
in X. For example, an individual’s wealth (or other measure of socioeconomic status) in adulthood (at study baseline,
in a study of adults) is a causal descendant of race as understood in our framework, not a pre-exposure confounder.
Neighborhood characteristics in early childhood however, are more plausibly part of X in some studies. Indeed, if the
analysis sample captures individuals from an extremely segregated spatial map where there is essentially no variation
in race within neighborhoods of certain characteristics, then positivity may be violated. If the effects of race are of
interest such a study, the study design or sample selection should be reconsidered. Alternatively, the researchers may

choose to change their causal estimand to something that relies on a weaker positivity assumption [91, 92].
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